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1.1 Overview
In this chapter we will present a working definition of "statistics" and describe some common practices. Specifically:
· we will define statistics and talk about its usefulness in general terms
· we will discuss what a random sample is, how to pick one, and why it is useful 
· we will discuss some terminology that will be used throughout the course such as
· categorical and numeric variables
· ordinal and nominal variables
· heterogeneous and homogeneous distribution



1.2 What is Statistics
Everybody relies on data in one way or another:
· corporate presidents decide company policy based on quarterly sales figures
· politicians decide on campaign strategy based on polls
· teachers decide grading curves based on a bell curve
· you and I decide whether to smoke or not based on health records of other people
Therefore, we need a comprehensive and understandable way to deal with data:
Statistics is the study of making sense of data.
There are four components:
· collecting data
· summarizing data
· analyzing data
· presenting data
The basic objective of statistics is to get information about a larger group just by looking at a small part of that group. We will define
the term population to stand for the set of all measurements of interest
A population could be (1) the set of all photographs of Mars, or (2) the set of heights of people in the US Army, or (3) the set of all measurements of water quality taking from the Hudson river, or (4) the set of all problems that can be solved using statistics. On the other hand,
the term sample will denote any subset of measurements selected from the population
For example,  a sample could be (a) the pictures selected from population (1) from a specific region of Mars, or (b) the heights of people in a particular division of the US Army, or (3) the set of water measurments of the Hudson River taken on 7/24/2003, or (4) the statistical problems we are solving in this class. In addition,
the term statistical inference stands for an estimate, prediction, or other generalization about a population based on information contained in a sample.
We can now rephrase the basic objective of statistics as follows:
With Statistics we want to make inferences about a population based on information collected from a sample.
To be more precise, we will approach a "generic statistical problem" using these four steps:
Problem definition
what is the population of interest, and what are the variables that are to be investigated
Data collection
describe and select the sample from the population
Data analysis
make some statistical inferences from the sample about the population
Analysis Reporting
report the inference together with a measure of reliability for the inference where we use the term variable to mean a characteristic or property of an individual population where the observations can vary.
Example: A tax auditor is responsible for 25,000 accounts. How many accounts are in error (resulting in a loss of revenue)?
The steps involved in trying to find a suitable answer to this question are:
Defining the problem: The entire population consists of all 25,000 accounts. Our goal is to obtain a reasonable estimate for the number of accounts that are, in all likelihood, in error. Our variable x counts whether an account is in error.
Data collection and summary: The auditor decides to select 2000 accounts at random (somehow), tests each of these, and finds that 84 of them are in error.
Data analysis: Some statistical theory is applied to allow drawing a conclusion from the sample of 2000 accounts and applying it to all 25,000 accounts. In this case, the likely theory involves computing 84/2000 = 4.2%, but possible other formulas are necessary as well.
Analysis reporting: Based on our data analysis we infer that approximately 4.2% of the accounts will be in error. That guess has an error of +/- 0.9%
Note that we have not clarified how to obtain the error for our guess, but will describe that in a later module. The analysis of the data is usually done by using a calculator, or - more frequently these days - with the help of a software package. In our course we will use Microsoft Excel to help us perform statistical analysis.
A second detail not mentioned in the above example is how the 2000 accounts were selected at random. Of course, one would like to select that sample as 'unbiased' or as 'randomly' as possible. It turns out that selecting such a random sample is not easy. In fact, it is frequently the most difficult process in applying statistics in the real world!
Example: What's the average income of people living in NYC?
The most accurate approach apparently would be to ask everyone living in NYC about their income, add it up, and divide by the total number of people asked (which will give the precise average).
However, that is not only impractical, it could not even theoretically work.
[bookmark: discussion_NYC_income]Discussion Topic: Discuss the difficulties involved when trying to question everyone living in New York City about their income to determine the average income of NYC residents.
Therefore, instead of finding the exact average, we can try to estimate it. So, our first problem will be to randomly select a small sample, say of size 1000, find the average income of that sample (which is perfectly within our capabilities), and then draw conclusions from that sample about the whole population.
We might try to use the following procedure to select our random sample:
1. Open the latest New York City phone book
2. Select one page "at random"
3. Select the first 1000 people starting from that page.
Call them and ask them for their income. Compute the average of that group, and say that this average is representative for the average income of all people in NYC, approximately.
[bookmark: discussion_random_sample]Discussion Topic: Discuss whether the above method of randomly selecting 1000 people in New York City will indeed yield a "random sample", using your  intuitive understanding of what a "random sample" ought to be. If you find flaws in the above procedure, try to come up with a better one.



1.3 What is a "Random Sample"
In the previous section we discussed the following example:
Example: What's the average income of people living in NYC?
The most accurate approach apparently would be to ask everyone living in NYC about their income, add it up, and divide by the total number of people asked (which will give the precise average).
However, that is not only impractical (very time consuming and expensive), it could not even theoretically work. For example, when asking the last people in NYC about their income, the ones we asked first may have moved out of NYC, their income may have changed by now, or new people might have moved into NYC that we not on our original list.
Therefore, instead of finding the exact average, we can try to estimate it. So, our first problem will be to randomly select a small sample, say of size 1000, find the average income of that sample (which is perfectly within our capabilities), and then draw conclusions from that sample about the whole population.
We might try to use the following procedure to select our random sample:
1. Open the latest New York City phone book
2. Select one page "at random"
3. Select the first 1000 people starting from that page.
Call them and ask them for their income. Compute the average of that group, and say that this average is representative for the average income of all people in NYC, approximately.
But this is not at all a "legal" procedure to obtain a "random sample": all people selected will most likely be from one borough, or all may have a name starting with "Mc" (and are likely to be of Irish ancestry, which introduces bias).
Even if we somehow managed to select people from the phone book without any bias, it's still not good enough: we will be missing people with unlisted numbers (usually high income), as well as people with no phone (usually low income), and some of the people selected may choose to not answer our questions.
Before we continue, we need to define clearly what we mean by "random sample":
A random sample of size n is a sample that is selected by a process such that any other sample of that size has the same chance of being selected.
In other words, a random sample is a sample where the selection has taken place without any bias of any sort.
In the real world, selecting a 'random sample' is difficult and often impossible. However, we will next learn a procedure for doing that in special cases. In general, though, we will avoid that problem and simply assume that a random sample somehow has been selected.
Discussion Topic: Immediately after an election, TV channel A forecasts that candidate X will receive 52% of the vote, with a margin of error of 2%. At the same time channel B predicts that the same candidate will receive 47% of the vote, also with a margin of error of 2%. Discuss what's wrong with this picture, and how this could happen. Do you recall any actual occasion where the winner of a major election has been incorrectly predicted based on statistical analysis?
Here is a simple example that illustrates how a random sample can be selected.
Random Sample Selection Procedure
To select, for example, a random sample of size n = 5 from a population of 2000 measurements we proceed as follows:
1. Label all measurements from 0 to 1999, in any order
2. Start a computer program that can generate random numbers
3. Use that computer program to generate 5 random numbers between 0 and 1999
4. Select the 5 measurements from the total population that correspond to those random numbers
This procedure will give a random sample (assuming the computer's random number generator is working correctly), but is not always applicable. The biggest problem is that of being able to label all numbers (or outcomes) in the population.
For example, if you want to find the average pollution of a certain river, you can not label all possible measurements.
In addition, we need to know more details about how to "start a computer program that can generate random numbers" .... we will learn that in later sections.
From now on, we will take a very simple approach: we will ignore that problem and assume that somehow a random sample has been selected (possible by the above method). We will, however, learn how to use Excel to select a random sample in case we can label all outcomes of our population.



1.4 Variables and Distributions
When we are looking at a particular population, selecting samples to make inferences, we need to record our observations or the characteristics of the data we are studying.
A variable is the term used to record a particular characteristic of the population we are studying.
For example, if our population consists of pictures taken from Mars, we might use the following variables to capture various characteristics of our population:
· quality of a picture
· title of a picture
· latitude and longitude of the center of a picture
· date a picture was taken
and so on. It is useful to put variables into different categories, as different statistical procedures apply to different types of variables. Variables can be categorized into two broad categories, numerical and categorical:
Categorical Variables are variables that have a limited number of distinct values or categories. They are sometimes called discrete variables.
Numeric Variables refer to characteristics that have a numeric values. They are usually continuous variables, i.e. all values in an interval are possible.
Categorical variables again split up into two groups, ordinal and nominal variables:
Ordinal variables represent categories with some intrinsic order (e.g., low, medium, high; strongly agree, agree, disagree, strongly disagree). Ordinal variables could consist of numeric values that represent distinct categories (e.g., 1=low, 2=medium, 3=high). To best remember this type of variable, think of "ordinal" containing the word "order".
Nominal variables represent categories with no intrinsic order (e.g., job category or company division). Nominal variables could also consist of numeric values that represent distinct categories (e.g., 1=Male, 2=Female).
It is usually not difficult to decide whether a variable is categorical (discrete) or numerical (continues).
Example: An experiment is conducted to test whether a particular drug will successfully lower the blood pressure of people. The data collected consists of the sex of each patient, the blood pressure measured, and the date the measurement took place. The experiment is conducted three times, once before the patient was treated, once one hour after administrating the drug, and again 2 days after administrating the drug. What variables comprise this experiment?
The characteristics measured in the experiment are the patient's sex, blood pressure, and the date. The sex is a nominal variable, the blood pressure is numeric, and the date is ordinal. The fact that the experiment is repeated does not change the number of variables recorded, each time 3 variables are recorded.
Note that recording these three variables only would not enable a successful data analysis. It seems likely that in order to test the drug's effectiveness you need to correlate the measurements taken on different dates with particular patients. In other words, you want to know what the blood pressure for each patient was each time you took it. Thus, you should introduce at least one more variable into your experiment, such as a patient ID (which is a nominal variable, even though the ID could be a number).
Example: Consider the following survey, given a random sample of Seton Hall University students:
Q1: What is your status: [ ] Freshmen [ ] Sophomore [ ] Junior [ ] Senior [ ] Graduate Student
Q2: What is your major: __________________
Q3: What is your age: ___________________
Q4: How often do you use the following support services?
	 
	daily    
	few times 
per week
	few times
per month
	few times
per year
	never

	Academic Advisement
	 
	 
	 
	 
	 

	The Career Center
	 
	 
	 
	 
	 

	Dining Services
	 
	 
	 
	 
	 

	Health Services
	 
	 
	 
	 
	 

	Counseling Services
	 
	 
	 
	 
	 

	Recreation Center
	 
	 
	 
	 
	 

	PC Support Services
	 
	 
	 
	 
	 

	Campus Ministry
	 
	 
	 
	 
	 


Q5. The following student support services are effective.
	 
	  1  
	  2  
	  3  
	  4  
	  5  
	  -1  

	Academic Advisement
	 
	 
	 
	 
	 
	 

	The Career Center
	 
	 
	 
	 
	 
	 

	Dining Services
	 
	 
	 
	 
	 
	 

	Health Services
	 
	 
	 
	 
	 
	 

	Counseling Services
	 
	 
	 
	 
	 
	 

	Recreation Center
	 
	 
	 
	 
	 
	 

	PC Support Services
	 
	 
	 
	 
	 
	 

	Campus Ministry
	 
	 
	 
	 
	 
	 


Note: 1 =Strongly Agree, 2 =Agree, 3 =Neutral, 4 =Disagree, 5 =Strongly Disagree, -1 =Not Applicable
The survey consists of a total of 19 variables, as follows: Q1 is an ordinal variable, Q2 is nominal, and Q3 is numeric. Q4 consists of 8 variables (corresponding to 8 rows of the table), all being ordinal, and Q5 again consists of 8 ordinal variables. Note in particular that the 8 variables in questions 5 are not numeric. The numbers are simply codes for particular categories.
When the results of a survey or an experiment are recorded, the results usually vary. Most or all outcomes for each variable occur, and they usually occur with different frequencies. Recognizing patterns in the frequencies of outcomes is in fact one of the goals of statistics.
The distribution of a variable refers to the set of all possible values of the variable and the associated frequencies or probabilities.
Sometimes variables are distributed so that all outcomes are equally, or nearly equally likely. Other variables show results that "cluster" around one (or more) particular values.
A heterogeneous distribution is a distribution of values of a variable where all outcomes are nearly equally likely.
A homogeneous distribution is a distribution of values of a variable that cluster around one or more values, while other values are occurring with very low frequencies or probabilities.
Example: Suppose you are conducting a survey that tries to determine whether woman are typically smaller than men. Thus, your survey, given to 100 randomly selected people, asks for the respondent's sex and height. Do you anticipate homogeneous or heterogeneous distributions from these variables?
Since approximately half of all people are male and half are female, and the survey was given to 1000 randomly selected participants, there should be approximately the same number of men and women queried. Thus, the variable sex should have a heterogeneous distribution, both values are just about equally likely. The second variable, height, however, will likely cluster around one or two most frequent values. Or conversely, few people are really short (4 feet or less) or really tall (7 feet or more), so this variable should be homogenously distributed.
Example: Suppose a company issues sales reports for two years, 2004 and 2005, as shown in the table and picture below. We can consider this report to consist of two variables (v_2004 and v_2005, say), each one having 4 values (for North, South, East, and West, respectively). Are the distributions of values hetero- or homogeneous? 
[image: Sales Report Image]
The values for the 2004 variable (v_2004 if you like) are pretty close to each other. In the chart you can see that all blue bars are approximatley of equal height. If I would look at the original figures, I would find an (about) equal amount of sales for North, South, East, and West, no region would stick out, particularly. Thus, each region is equally likely in terms of number of sales - the distribution is heterogeneous (if I checked where an individual, randomly selected, came from, each region would be approximately equally likely). 
The values for the 2005 variable (v_2005 in our terminology) differ widely. In the chart the red bars are of different heights, with "East" being by far the highest. If I would look at the original figures, I would find that most sales were made in the East. Thus, a sale from the East is much more likely than from any other region - the distribution is homogeneous (if I checked where an individual, randomly selected, came from, she would most likely come from the east).
[bookmark: discussion_variable_type]Discussion Topic: Which type of variable (ordinal, nominal, or numeric) you think will be most useful for statistical analysis? Which type of variable you think is usually present in a surveys given to groups of people?  Look at survey results from newspapers or online and report the variables and their categories.
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